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INTRODUCTION
With semantic, machines can “understand” data, giving them
more value to end users. This obviously applies to Enterprise
Search Engines, that can leverage semantic information to ease
the exploration and search phases.
The semantic universe is broad. Partly because as with any
trendy topic, it is impacted by “semantic washing”, blurring the
lines between what is announced and what it can really achieve.
This white paper aims at setting clear boundaries to what
semantic means, within the context of smart data management.
It also provides relationships with the world of search engines.
Why search engines ? Because they are the defacto entry points
to data. As such, semantic empowers them to better identify the
most relevant data with regards to users queries.
Please note that this document focuses on the semantic of
indexed data, and not on the semantic of queries. Although this
topic is also interesting, we decided to focus on what we
consider as benefitting the most from semantic, i.e. the
documents and data that compose an information system.

Search engines and Semantic
join forces to increase the
value of your enterprise data
and documents
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ENTITY EXTRACTION

GAZETTEERING AND MACHINE LEARNING
Although any media type can be categorised, from text to videos,
we focus here on documents that hold a majority of textual content.
“Typical” categories are locations, addresses and names, but one
may create its own category, be it social security numbers, chemical
elements or twitter hashtags. For example, in the sentence “Datafari
is a software developed by France Labs, whose headquarters are
located in Nice”, a tool for location extraction, can identify that
[Nice] is a place. It will store this metadata and provide an access to
it for other applications.
Several techniques are available for entity extraction. We can
summarise by stating that a simple and an advanced approach
exist, respectivly via gazetteering and machine learning.

We use the term Entity
Extraction as the capacity
for an application to
categorise - or extract certains elements from a
document automatically.
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ENTITY EXTRACTION

GAZETTEERING AND MACHINE LEARNING
Extraction via gazetteering
It consists in providing the application with a list of terms that
correspond to certain categories. If one of these terms is matched
within a document, then the terms in this document are bound to
the given category. In the sentence mentionned in page 5,
assuming we provide a list of terms for the “company” category,
and that this list contains [France Labs], then the software will
extract [France Labs] as a company in the document. If a term is
present in several lists, then the software will use all the categories
encountered.
A more advanced version of the gazetteering mechanism leverages
regular expressions. One can for instance configure the application
so that any 15 figures sequences that start with 0 or 1 is a social
security number. Or that a sequence of the form ab/cd/efgh is a
date where ab corresponds to days, cd to months and efgh to years.

Extraction via machine learning
It consists in training the application so that it can automatically
identify entities, based on a training corpus related to the
categories deemed relevant for the business scenario. Most
of the time, neural network are used for this machine learning,
in a supervised manner, which means its corpus also contains
pre-categorised documents.
The challenging part is the training of the neural network, and
the configuration of its features. It needs a corpus that is both
large and coherent with the business scenario. Using the Reuters
news corpus will not be helpful for identifying molecules. Many
corpora are available on the web, allowing you not to start from
scratch for basic use cases.
These generic corpora allow you to train a system on categories
such as locations, dates and people. The training corpus is
composed of documents that are pre-annotated with correct
categories. This corpus is split in two: a first part is used for
training the system, a second one is used to check that the
proposals made by the application are correct.
There are many open source tools available to train and extract
entities, such as Apache OpenNLP or Stanford NLTK. The
configuration of the neural network features require the
understanding of how neural networks work, thus users usually
focus on the creation of a training corpus close to their
business expertise.
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ENTITY EXTRACTION

USING IT WITH SEARCH.
A search engine can use the extracted entities to enrich the search
phase. Most of the time, these entities are used as facets, for
instance to search for documents that contain certain persons
names. Geolocation entities are used to do geolocalised search or
filtering. As explained before, each business scenario may need its
own entity types, such as diseases for the health industry.
Before diving into technical integration matters, it is important to
remember that a search engine contains three main components:
the crawlers - that fetch the documents in data sources, the
indexer - that analyses documents and puts it into the search
index, and the search - that quickly identifies the indexed
documents that are considered as relevant for the query.
The integration of an entity extractor can take place at three
levels : before the crawling, during the crawling, or asynchronously.
Integration upfront to the crawling
This is the simplest mechanism: the entity extraction tool is
connected to a CMS, and feeds it with entity related information.
During the indexing phase of the CMS, the search engine will use
these entity information as any standard metadata.

Integration during the crawling
It is the intermediate mechanism. During the crawling phase, the search
engine sends to be analysed to the entity extraction tool. It then waits for
the response before moving forward with the crawling and the indexing.
In production mode, this mechanism is not recommended, as entity
extraction procedures can be time consuming (up to several seconds per
entity for a short text), and a quick estimation tells us that for 1 million
files, one would need to wait almost 3 months for a full indexing,
assuming the entity extraction needs 5 seconds per file.
Asynchronous Integration
This is the most advanced mechanism. Independently from the crawling
and indexing phases, the search engine can push indexed documents
to the entity extractor. Since this is done asynchronously, the search
engine keeps providing crawling, indexing and search services, while
waiting for the extracted entities from the extraction tool in order to
update the index.
Even if globally, it takes the same time to extract 1 million documents than
with the previous mechanism, the documents here are already indexed,
only the extracted entities are being treated asynchronously. Thus users
can still search for documents.
Please note that the persistence of these entity information needs to be
persisted, either in a third party system or a dedicated plugin of the search
engine. This in order to avoid having to push again all the data to entity
extractor if a reindexation is necessary - for instance in case of index
corruption.
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CATEGORISATION

TO CLASSIFY YOUR DATA.
We are dealing here with documents classification (and not
any more about elements of documents) within one or more
relevant categories.
Categories are often specific to a given business scenario:
an R&D department will need “thesis”, “posters”, “short papers”,
while a HR department will need “payrolls”, “CVs”, “Sickleaves”...
Here again, a categorisation tool can use mechanisms that are
more or less complex, and we dig into that a bit later.
In this document, we will be dealing with the following types
of classification: static, similarity based, and Articifial
Intelligence based.

Classification - also called
categorisation, allows for the
filtering of documents, easing
their archiving and their
identification.
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CATEGORISATION

MAIN TECHNIQUES.
Static categorisation
The objective here is to set rules - that need to respected ! applying to documents. These rules can then be used to trigger
the categorisation. For instance, all the resumes would need to
be in the “Resumes” subfolder. Or all the research short papers
should have a file name starting with “Short_Paper_ ”.
Similarity based categorisation
This system is close to the one based on machine learning for
entity extraction: the application gets a set of pre-categorised
documents. When a new document comes in, the application
compares it to the pre-categorised documents. Once enough
documents are deemed similar (based on a threshold) to the
new document, the application proposes the category present in
a majority of similar documents (the majority threshold also needs
to be defined). Once the application has identified a relevant
category, one can either let the application apply this category
automatically, or ask a user for the validation or correction of the
proposal. The more pre-categorised documents, the more reliable
the application will be. The notion of similarity of documents is
often based on a terms vector representation and computing the
vectorial distance between documents.

Categorisation based on artificial intelligence
This is the most advanced mechanism. By AI, we mean here a
neural network, be it a simple one or a deep learning one. The
principle is similar to the one presented earlier for entity
extractions based on machine learning, and it starts the same
way as for the similarity based categorisation. The application
receives a set of pre-categorised documents. The difference is
that we do not use vector based similarities, we rather train the
neural network so that it proposes as output one or more
suggested categories, based on the document given as input.
Once more, it is important to split the pre-categorised corpus
in two parts, one to train the neural network, the other to
control the quality of the training.

10 /

CATEGORISATION

USING IT WITH SEARCH.
A search engine uses categories as metadata for its indexed
documents. These information are often used as facets, but also for
autocompletion in order to propose to users to search for terms in
category-specific documents.
Before going into the technical integration, we present here the
three main building blocks of a search engine: the crawlers - that
fetch the documents from the data source, the indexer - that
analyses documents and puts them in the search index, and the
searcher - that quickly computes and retrieves the documents
deemed relevant for the query. The integration of a categorisation
tool can take place at three levels:
Integration upfront to the crawling
This is the simplest mechanism: the categorisation tool is connected
to a CMS, and provides it with the information of categories
identified. At the indexing phase of the CMS, the search engine
fetches these categories, as for any other metadata.

Integration during the crawling
This is the intermediary mechanism. During the crawling phase, the
search engine sends the documents to the categorisation tool (or
to the crawler if it is equipped with a categorisation module). It
waits for the response of the categoriser before moving forward
to the crawling and indexing phases. This mechanism is not
recommended in production environments, because categorisation
can be time consuming, therefore it may delay the indexing phase
itself.
Asynchronous integration
Independently from the crawling and indexing phases, this
mechanism can add asynchronously categories to the indexed
documents, by sending them to the classification tool in parallel
to its other activities. One advantage of this approach is that if you
need to switch to another categorisation tool, you will not need to
do a full reindexing phase. Strictly speaking, a search engine does
not persistently store the categorisation info (nor any of the
indexed data). Therefore, it is necessary to have a third party system
or a plugin in the search engine that ensures the persistence of
these information. If not, whenever a reindexation is needed - for
instance in case of index corruption - the search engine will need
to send again the documents to the categorisation tool.
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SPEECH TO TEXT

AUTOMATIC TRANSCRIPTION.
We are talking here about the automatic transcription of a speech
(be it a part of a video or a standalone audio), into a textual form,
that can for instance be reused for subtitling or for categorisation.
This functionnality is especially useful for surveillance operations,
multimedia archiving, or search in video communication tools in
use within companies.
There are two widely used mechanisms, one based on Markov
chains and the other on neural networks. Both require a learning
phase, although the approach is different. Besides these
mechanisms, there is no “simple” technique as existing for entity
extraction or categorisation. Note that speech to text is regaining
popularity with the advent of vocal personal assistants, which
analyse user queries rather than indexed multimedia documents.
But we will not cover this as it is out of scope of this white paper.
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SPEECH TO TEXT

USING IT WITH SEARCH.
The search engine will be using the textual transcription to
ease the users search of relevant multimedia documents.
Enterprise videos are very rarely manually annotated, which
makes their identification harder when searching.
Transcriptions enrich them with added value, since users can
find them through keywords identified in the speech.

Integration upfront to the crawling.
This is the simplest mechanism: the speech to text tool
analyses the multimedia documents, and enriches them with
their transcription. This transcription can be stored in a DAM
(Digital Asset Management), or a DIY system. At the crawling
phase of the DAM or the DIY system, the search engine will
retrieve the transcriptions that are associated to the
documents.

Integration during the crawling.
It is the intermediate mechanism. During the crawling phase,
the indexing engine sends the documents to a speech-to-text
application. It then waits for the textual transcription before
moving forward with the crawling and the indexing. This
mechanism is not recommended in production environment
since the transcription of a video can be time consuming
(it is for instance proportional to the length of the video), and
a quick calculation shows us that for 1 million files, one would
need to wait for about 3 months for a full indexation,
assuming it takes 5 seconds per file to do the transcription.
Asynchronous integration.
Independently from the crawling and indexing phases, the
aim is to have the capacity to asynchronously add the
textual transcription to the indexed documents, by sending
the latter to speech-to-text application. This approach
removes the need for a full reindexation, for instance in
case you decide to change your speech-to-text application
provider.
Strictly speaking, a search engine is not responsible for
persisting the transcriptions. It is therefore important to
plan for a third party storage mechanism, or an equivalent
search plugin. This removes the need for a full reindexation,
should the index get corrupted for instance.
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AUTOMATIC SUMMARIZATION

UNDERSTANDING FASTER.
With automatic summarization, users get a condensed version
of a document, provided by an application able to “understand”
the content of a document and to generate a relevant abstract.
Summaries allow for a quick understanding of a document
without the need to read it completly, giving more time to the
user to go through many documents without the need to even
open them.
This mechanism is often used by actors of the intelligence and
security industries. Many technologies exist, and we will not
cover them in this document. We will be focusing on the ones
we consider as useful for search.

Automatic summarization
allows for the understanding
of a document without having
to read it, freeing the user for
other tasks.
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AUTOMATIC SUMMARIZATION

USING IT WITH SEARCH.
Automatic summarization can be seen as a weighted evaluation of
the extracted entities. Only the most important ones are present in
the automatic summary, and the search engine can favor the
documents that contain the entities also present in the abstract
rather than the ones extracted using the “classical” approaches
(by that we mean the ones presented on chapter 2). Automatic
summarization also eases the understanding of the search results
displayed, usually shown in a preview window. Beyond a standard
highlighting of query terms, an abstract allow users to better
understand the content of documents without the need to open
and read them.
Integration upfront to the crawling
This is the simplest mechanism: the automatic summarization tool
analyses the documents, and enriches them with a summary, that
can then be stored in a CMS. At the crawling phase, the search engine
will fetch the abstracts together with the documents from the CMS.
Integration during the crawling
During the crawling phase, once the documents are fetched from the
data source, the indexing engine sends the documents to the
automatic summarizaion tool. It then waits for the response before
moving on with the crawling and the indexing. This mechanism is
not recommended in a production environment, since the creation
of a summary can be slow: assuming it takes about 5 seconds per
file to do the summary, one would need to wait for 3 months before
all the documents are indexed.

Asynchronous integration
It is the most advanced mechanism. Independently and in
parallel from the crawling and indexing phases, the search
engine sends the documents to the summarization
application, and adds the received abstract asynchronously.
This system removes the need for a full reindexation, for
instance in case you decide to change your summarization
tool. Strictly speaking, it is not the role of a search engine to
persist the summaries (as with any data it indexes). You need to
persist these data in a third party storage system or in a plugin of
the search engine, to avoid the need for querying the
summarization tool again in case a reindexation is needed - for
instance in case of index corruption.
Integration at the preview phase
This mechanism makes use of the summarization tool only when
a user sends a search query. Once the results list is displayed, if
the user is interested by one of the documents, a previsualization
function contacts the summarization tool, and waits for its
response to display the abstract. The gain here is that the
summarization tool is not queried very often (and this has an
impact if you are using it in a pay-per-use mode). The
disadvantage is that the user may wait a few seconds before
seeing the abstract, the time for the tool to analyse the document
and send back the summary.
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LINKED DATA

THE SEMANTIC GRAPH OF THE WEB.
The goal here is to benefit from the semantic abilities of the web,
as defined by Sir Tim Berners Lee
(https://www.w3.org/DesignIssues/LinkedData.html), by creating
a semantic graph based on RDF. A reknown example is DBPedia,
which reuses the semantic annotations of wikipedia to create
a graph that is understable by machines. Similarly to DBPedia,
Google proposes its Knowledge Graph, that allows Google to
display semantic snippets on the right of the search screen, for
instance when you search for an actor or a movie. Linked Data
enrich the search results of “classical” search engines.

Integration and utility for a search engine.
The search engine benefits from Linked Data when it displays
results. It will enrich them with additional information, through
a variety of graphical widgets. In the case of Google, it will be
elements on the right of the results list. Even if conceptually, the
graph in itself could be indexed and queried, currently it is used
to enrich web results. These additions can either be retrieved in
real time when fetching results, or they can be retrieved in batch
to ensure a very low response time. Linked Data is generalist by
definition, and thus an initial phase of filtering related to the
business needs is needed (for instance by limiting the types of
interesting relationships), in order to ensure the revelance and
added value of the semantic additions to the search results.
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SIMILAR DOCUMENTS

SUGGESTING DOCUMENTS.
By Similar Documents, we mean here documents that are considered
as “close” to a document that has been selected by the user.
Obvioulsy, the notion of “similarity” (or “proximity”) varies from one
scenario to another. Open source search engines natively embed a
real time capability to estimate similarity, based on a terms vector
space, leveraging the available index fields. A recent approach uses
the Word2Vec model that requires the training of a neural network,
and it provides good results in real time.
As with Linked Data, documents similarity is useful to enrich results. A
user sends a query, and among the results displayed, she can look for
the documents that are similar to a given search result. Another
possibility is to expose a user interface allowing to upload a
document (even one that is not in the index) for the sole purpose of
retrieving the similar ones, but this is out of scope for standard
enterprise search solutions. Note that it is the main functionality of
another type of application, namely software for identifying
plagiarism, but this is a different story.

WITH SIMILARITY ANALYSIS,
USERS GET RECOMMANDATIONS
ABOUT DOCUMENTS THAT HAVE
A PROXIMITY WITH THOSE THAT
HAVE BEEN SEARCHED.
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THESAURUS

EXTENDING SEARCH WITH SEMANTIC.
With a thesaurus, business users can clearly define the
semantics about their activities, by creating and linking
normalised terms, together with definitions and synonyms.
It is often thanks to a thesaurus that documents can be
enriched with useful information, to ease their indexing
and classification. It is important to differentiate the
navigation within a thesaurus itself (independently from
the documents that may be using it), from the search
within the documents that are indexed and annotated with
the thesaurus. It is the latter case that is interesting for a
search solution. Strictly speaking, there is no given
“technology” to interact with a thesaurus, but rather
standards: skos and owl are the most widespread ones,
and they allow for a proper description of a thesaurus.

THESAURII TAKE CONCEPTS
PRESENT IN DOCUMENTS,
MAKES THEM MACHINE
READABLE AND MANAGES
THEIR RELATIONSHIPS.
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THESAURUS

USING IT WITH SEARCH.
The assumption here is that the search engine has already indexed
documents that have been enriched with a Thesaurus. This means
that the search engine does not only index the documents, but it
also fetches the associated concepts in the thesaurus.
The technical integration will be similar to the one presented at
the entity extraction chapter: either documents have already been
enriched using a third party application, or it is done by the search
engine at the indexing phase, or the search engine queries the
thesaurus annotator asynchronously to enrich the documents that
have already been indexed.
From a usage perspective, we see two main applications:

Concept based search
We are at the phase where a user types in a search query. While she
is typing, if the search query matches with one or more concepts,
the autocompletion will ask her if she wants a “classical” search
(i.e. a full text search), or if she only wants documents that are
associated to the identified concept. If the user choses the former
search, she will get the standard results list. If the user choses the
latter search, the returned documents will only be the ones that
hold the concept selected in the query.

Facets based filtering
A user sends a search query. The search engine returns D documents.
Each document has concepts associated to it. The engine will sum up
these concepts, and sort them in descending order. It will then
display a facet for concepts, allowing a user to see the most popular
ones. The user can then decide to filter the results by selecting only
the concepts he deems relevant. The facet can either be flat, or
hierarchical (with parents/children view of the concepts). Still, the
hierarchical view can quickly become complex to understand, so it
should be restricted to few concepts and relationships.
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Datafari and Semantic

Flexibility as a key element

DATAFARI

As shown in this white paper, “semantic” covers many different
topics. It is important to identify the business needs upfront,
its requirements and then the aspects of semantics that can be
of use. This is why the search engine in place must be flexible
when dealing with semantic tools.
Datafari proposes a modular approach, that can cover the full
spectrum of semantic needs, be it at the indexing phase, the
crawling phase, asynchronously or at the search phase.
Its interoperability and its Web APIs can interact with the latest
technologies available off-the-shelf.
Its relevancy algorithm as well as its facets mechanism can
easily integrate and embed semantic information, in order to
optimise the search results for the business needs, and to ease
the filtering and navigation phases within the identified
documents.
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ABOUT FRANCE LABS
France Labs, a leader in Open Source Enterprise Search solutions, empowers companies
to search and analyse their data in order to give them their real value.
For more information about France Labs, visit: www.francelabs.com/en
For more information about Datafari, visit: www.datafari.com/en
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